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PRAIRIE is
organized in a
double helix with
two intertwined
threads: (a) core
AI
methodological
research, and (b)
interdisciplinary
work at the
interface with
sciences and
applications.
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NLP at the Inria Paris : Almanach Team
Who are we ?
• Computational Linguistics researchers
• Computer Science researchers
• Definitely oriented towards Natural Language Processing  

and Digital Humanities.
•What do we do ?
•We build data sets, parsing models, linguistics ressources and release everything to 
the public

•Who do we work with?  
We work with many startup, university and companies (from Hyperlex to 
Facebook, from Bar Ilan University to Stanford..)

https://team.inria.fr/almanach/fr/



BERT: Bidirectional Encoder Representations from 
Transformers (Devlin et al., 2018, Naacl’2019) 

•Contextualized word embedding model with
•Masked word prediction 
my dog is hairy => my dog is [MASK] => Predict the word ‘hairy’
•Next sentence prediction
the man went to a store [SEP] he bought a [MASK] milk => IsNext
•Transformer architecture (Vaswani et al., NeurIPS’17)
•Trained on BooksCorpus and Wikipedia (English)



BERT: Bidirectional Encoder Representations from 
Transformers (Devlin et al., 2018, Naacl’2019) 

•State-of-the-art results:
 
 

GLUE score            80.5% (+7.7)

MultiNLI accuracy 86.7% (+4.6)

SQuAD v1.1 Q&A  93.2%  (+1.5)

SQuAD v2.0           83.1%  (+5.1)
 
 

So turned out, BERT actually “learns” some structural 
information  about the English language. 
 
The question of what can it learn instantly became a 
bubbling subfield, « the Berthology » 



Berthology Everyone wants to understand why it works so 
well and what it captures in terms of syntax
•Tenney et al.  ICLR'19.
•Goldberg.   arXiv’19.
•Hewitt et al.  NAACL'19.
•Liu et al.   NAACL’19.
•Jawahar et al.   ACL’19
•Tenney et al.   ACL’19.
•Wang et al.   ACL’19.
•Lin et al. BlackboxNLP  ACL’19.
•Clark et al. BlackboxNLP ACL’19.
•Coenen et al.   arXiv’19.
•Michel et al.   arXiv’19.
•…

NAACL’19 deadline (dec’18)

ACL’19 conference (August)

ACL’19 deadline (march)

BlackboxNLP’19 deadline (apr)

All of this, within basically six months !



So what does it capture?

Long story short : SYNTAX

Using clustering as well as probing tasks (Conneau et al , 2019), 
we showed that lower layers capture phrasal information while 
upper layers captures relations between semantic heads 
(Jawasahar et al, 2019)

•Probe using the CoNLL 2000 Chunking dataset (Sang et al., 2000):
[NP He] [VP reckons] [NP the current account deficit] [VP will narrow]
•Compute phrase representation from representation of first and last token
 of the chunk.
•Plot t-SNE (Maaten and Hinton, JMLR’08) or perform clustering.



So what does it capture?  (2)
Phrasal Syntax – t-SNE Result 



So what does it capture?  (3)
Phrasal Syntax – t-SNE Result 



So what does it capture? (4)

A bit more on that…
•Conneau et al., ACL’18 - Build diagnostic classifier to predict if a 
linguistic property is encoded in the given sentence 
representation.

•Features:
Surface – Sentence Length, Word Content
Syntactic – Bigram shift, Tree depth, Top constituent
Semantic – Tense, Subject Number, Object Number, Coordination 
Inversion and Semantic Odd Man Out. BERT layer

Simple 
classifier

predict 
sentence length

If the prediction accuracy 
is good, then the model 
might be capturing the 
sentence length feature



So what does it capture? (5)

Hierarchy of Linguistic Info - Result

13

Surface features on lower layers, more semantic on higher ones



So what does it capture? (6)

Cherry on  the cake  
 
 

Role scheme \ Layer 1 2 3 4 5 6 7 8 9 10 11 12

Left-to-right 0.0005 0.0007 0.0008 0.0034 0.0058 0.0087 0.0201 0.0179 0.0284 0.0428 0.0362 0.0305
Right-to-left 0.0004 0.0007 0.0007 0.0032 0.0060 0.0099 0.0233 0.0203 0.0337 0.0486 0.0411 0.0339
Bag-of-words 0.0006 0.0009 0.0012 0.0039 0.0066 0.0108 0.0251 0.0221 0.0355 0.0507 0.0422 0.0348
Bidirectional 0.0025 0.0030 0.0034 0.0053 0.0079 0.0106 0.0226 0.0201 0.0311 0.0453 0.0391 0.0334
Tree 0.0005 0.0009 0.0011 0.0037 0.0055 0.0081 0.0179 0.0155 0.0249 0.0363 0.0319 0.0278

Tree (random) 0.0005 0.0009 0.0011 0.0038 0.0063 0.0099 0.0237 0.0214 0.0338 0.0486 0.0415 0.0340

Table 4: Mean squared error between TPDN and BERT representation for a given layer and role scheme on SNLI
test instances. Each number corresponds to the average across five random initializations.
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Figure 2: Dependency parse tree induced from atten-
tion head #11 in layer #2 using gold root (‘are’) as
starting node for maximum spanning tree algorithm.

Results in Table 3 show that the middle lay-
ers perform well in most cases, which supports
the result in Section 4 where the syntactic features
were shown to be captured well in the middle lay-
ers. Interestingly, as the number of attractors in-
creases, one of the higher BERT layers (#8) is
able to handle the long-distance dependency prob-
lems caused by the longer sequence of words in-
tervening between the subject and the verb, bet-
ter than the lower layer (#7). This highlights the
need for BERT to have deeper layers to perform
competitively on NLP tasks.

6 Compositional Structure

Can we understand the compositional nature of
representation learned by BERT, if any? To in-
vestigate this question, we use Tensor Product
Decomposition Networks (TPDN) (McCoy et al.,
2019), which explicitly compose the input token
(“filler”) representations based on the role scheme
selected beforehand using tensor product sum. For
instance, a role scheme for a word can be based on
the path from the root node to itself in the syn-
tax tree (e.g. ‘LR’ denotes the right child of left
child of root). The authors assume that, for a given
role scheme, if a TPDN can be trained well to ap-
proximate the representation learned by a neural
model, then that role scheme likely specifies the
compositionality implicitly learned by the model.
For each BERT layer, we work with five differ-
ent role schemes. Each word’s role is computed
based on its left-to-right index, its right-to-left in-
dex, an ordered pair containing its left-to-right and

right-to-left indices, its position in a syntactic tree
(formatted version of the Stanford PCFG Parser
(Klein and Manning, 2003) with no unary nodes
and no labels) and an index common to all the
words in the sentence (bag-of-words), which ig-
nores its position. Additionally, we also define a
role scheme based on random binary trees.

Following McCoy et al. (2019), we train our
TPDN model on the premise sentences in the
SNLI corpus (Bowman et al., 2015). We initial-
ize the filler embeddings of the TPDN with the
pre-trained word embeddings from BERT’s input
layer, freeze it, learn a linear projection on top of
it and use a Mean Squared Error (MSE) loss func-
tion. Other trainable parameters include the role
embeddings and a linear projection on top of ten-
sor product sum to match the embedding size of
BERT. Table 4 displays the MSE between repre-
sentation from pretrained BERT and representa-
tion from TPDN trained to approximate BERT. We
discover that BERT implicitly implements a tree-
based scheme, as a TPDN model following that
scheme best approximates BERT’s representation
at most layers. This result is remarkable, as BERT
encodes classical, tree-like structures despite rely-
ing purely on attention mechanisms.

Motivated by this study, we perform a case
study on dependency trees induced from self at-
tention weight following the work done by Ra-
ganato and Tiedemann (2018). Figure 2 displays
the dependencies inferred from an example sen-
tence by obtaining self attention weights for ev-
ery word pairs from attention head #11 in layer
#2, fixing the gold root as the starting node and
invoking the Chu-Liu-Edmonds algorithm (Chu
and Liu, 1967). We observe that determiner-noun
dependencies (“the keys”, “the cabinet” and “the
table”) and subject-verb dependency (“keys” and
“are”) are captured accurately. Surprisingly, the
predicate-argument structure seems to be partly
modeled as shown by the chain of dependencies
between “key”,“cabinet” and “table”.

Dependency parse tree induced from attention head #11 in layer #2 using gold root 
(‘are’) as starting node for maximum spanning tree algorithm. 



So everything solved ?
So far, all results were done on English  
 a very specific language (configurational language: word functions can be 
deduced from word order, poor morphology, etc..)

Then came Multilingual Bert (Pires et al, 2019) again it’s not been a year already !

• Basically Bert trained on the concatenation of 104 languages (including 
French)

• Initial results showed an almost magic ability to transfer 
information across different languages, even different scripts

• Still, a picture began to emerged : monolingual improvement were 
not as high  as those experienced on English. 
 
Questions :  Is it because of the training data size ? The lack of text 
variability? (mostly wikipedia-based)  
 
 



Enters CamemBERT…
Some facts
- Prior to CamemBERT’s release, no large monolingual transformer-based 
models comparable to Bert available (German and Chinese training data being 
much smaller in size)  
- Since then, many came out (FlauBERT for French, BERTje for Dutch, FinBERT 
for Finnish)
Some technical facts about CamemBERT (base)
- 12 layers, 768 hidden dimensions, 12 attention heads, 110M parameters, 

32Kwords (sentence piece)
- Trained on the Oscar corpora (138gb of raw texts from Common Crawl)
- Adapted from RoBERTA  (Liu et al, 2019) that improves over Devlin et al’s 

(2018) implementation  (meaning only Mask Language Modeling as 
pretraining objective)



CamemBERT impact on downstream tasks: Setup
Two usages, 4 tasks 
 - Fine-tuning and as features-based Embeddings
- POS tagging, Dependency Parsing, Named-Entity Recognition and Natural 
Language Inference 
CamemBERT Embeddings
- Usually shown to perform slightly lower fine-tuning, depending on the tasks
- Compute the average over of each subword representations in the last four 
layers and then average the resulting sub-word vectors.
Fine-Tuning
- No special tricks, fine-tuned for each individual task. Best model selected out of 
the 30 first epoch on the validation test.  
- POS-tagging, Dep. parsing and NER are run within the Hugginface Transformer 
Library, NLI with Fairseq’s implementation of Roberta 



CamemBERT impact on downstream tasks: Setup
Baselines
-  mBert, (Pires et al, 2019) Multilingual Bert trained on 104 languages
- XLM(MLM-TLM)  (multilingual pretrained language model with cross-lingual 

objectives)
- UDify (Kondratyuk, 2019), multitask and multilingual model that basically 

fine-tuned mBert on the 124 UD treebanks (brutal but genius if you ask me)

- UDpipe Future+mBert+Flair  (Straka et al, 2019), a bi-LSTM-based parser 
that uses both mBert and Flair as features-based contextualized embeddings

Data Set
- POS tagging/parsing: 4 French treebanks  (UD-GSD, Sequoia, Spoken and 

ParTUT)
- NER : NER annotated version of the FTB (Sagot et al, 2012)
- NLI : XNLI (Conneau et al, 2018) French test and dev: manual, train: MT  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GSD SEQUOIA SPOKEN PARTUT
MODEL

UPOS LAS UPOS LAS UPOS LAS UPOS LAS

mBERT (fine-tuned) 97.48 89.73 98.41 91.24 96.02 78.63 97.35 91.37
XLMMLM-TLM (fine-tuned) 98.13 90.03 98.51 91.62 96.18 80.89 97.39 89.43
UDify (Kondratyuk, 2019) 97.83 91.45 97.89 90.05 96.23 80.01 96.12 88.06
UDPipe Future (Straka, 2018) 97.63 88.06 98.79 90.73 95.91 77.53 96.93 89.63
+ mBERT + Flair (emb.) (Straka et al., 2019) 97.98 90.31 99.32 93.81 97.23 81.40 97.64 92.47

··················································································································································································································
CamemBERT (fine-tuned) 98.18 92.57 99.29 94.20 96.99 81.37 97.65 93.43
UDPipe Future + CamemBERT (embeddings) 97.96 90.57 99.25 93.89 97.09 81.81 97.50 92.32

Table 1: POS and dependency parsing scores on 4 French treebanks, reported on test sets assuming gold tokeniza-
tion and segmentation (best model selected on validation out of 4). Best scores in bold, second best underlined.

Model F1

SEM (CRF) (Dupont, 2017) 85.02
LSTM-CRF (Dupont, 2017) 85.57
mBERT (fine-tuned) 87.35

······················································································
CamemBERT (fine-tuned) 89.08
LSTM+CRF+CamemBERT (embeddings) 89.55

Table 2: NER scores on the FTB (best model selected
on validation out of 4). Best scores in bold, second best
underlined.

Model Acc. #Params

mBERT (Devlin et al., 2019) 76.9 175M
XLMMLM-TLM (Lample and Conneau, 2019) 80.2 250M
XLM-RBASE (Conneau et al., 2019) 80.1 270M

·········································································································
CamemBERT (fine-tuned) 82.5 110M

Supplement: LARGE models
XLM-RLARGE (Conneau et al., 2019) 85.2 550M

·········································································································
CamemBERTLARGE (fine-tuned) 85.7 335M

Table 3: NLI accuracy on the French XNLI test set
(best model selected on validation out of 10). Best
scores in bold, second best underlined.

multilingual pretrained models such as mBERT
and XLMMLM-TLM on all treebanks.

CamemBERT achieves overall slightly bet-
ter results than the previous state-of-the-art and
task-specific architecture UDPipe Future+mBERT
+Flair, except for POS tagging on Sequoia and POS
tagging on Spoken, where CamemBERT lags by
0.03% and 0.14% UPOS respectively. UDPipe Fu-
ture+mBERT +Flair uses the contextualized string
embeddings Flair (Akbik et al., 2018), which are in
fact pretrained contextualized character-level word
embeddings specifically designed to handle mis-
spelled words as well as subword structures such
as prefixes and suffixes. This design choice might
explain the difference in score for POS tagging
with CamemBERT, especially for the Spoken tree-
bank where words are not capitalized, a factor that
might pose a problem for CamemBERT which was
trained on capitalized data, but that might be prop-

erly handle by Flair on the UDPipe Future+mBERT
+Flair model.

Named-Entity Recognition For NER, we simi-
larly evaluate CamemBERT in the fine-tuning set-
ting and as input embeddings to the task specific
architecture LSTM+CRF. We report these scores
in Table 2.

In both scenarios, CamemBERT achieves higher
F1 scores than the traditional CRF-based architec-
tures, both non-neural and neural, and than fine-
tuned multilingual BERT models.10

Using CamemBERT as embeddings to the tra-
ditional LSTM+CRF architecture gives slightly
higher scores than by fine-tuning the model
(89.08 vs. 89.55). This demonstrates that although
CamemBERT can be used successfully without any
task-specific architecture, it can still produce high
quality contextualized embeddings that might be
useful in scenarios where powerful downstream
architectures exist.

Natural Language Inference On the XNLI
benchmark, we compare CamemBERT to previ-
ous state-of-the-art multilingual models in the fine-
tuning setting. In addition to the standard Camem-
BERT model with a BASE architecture, we train
another model with the LARGE architecture, re-
ferred to as CamemBERTLARGE, for a fair com-
parison with XLM-RLARGE. This model is trained
with the CCNet corpus, described in Sec. 6, for
100k steps.11 We expect that training the model for
longer would yield even better performance.

CamemBERT reaches higher accuracy than its
BASE counterparts reaching +5.6% over mBERT,

10XLMMLM-TLM is a lower-case model. Case is crucial for
NER, therefore we do not report its low performance (84.37%)

11We train our LARGE model with the CCNet corpus for
practical reasons. Given that BASE models reach similar per-
formance when using OSCAR or CCNet as pretraining corpus
(Appendix Table 6), we expect an OSCAR LARGE model to
reach comparable scores.

Parsing and POS tagging 

Sota Results on almost  all data sets, expect Spoken.  
Possible reasons: speech data set with no capitalisation and no punctuations. 
CamemBERT embeddings still improve though.



Named-Entity Recognition and Natural Language Inference

Sota results on both tasks. Embeddings more impactful on NER  
Note that we trained a Large version for a fair comparison with XLM-Rlarge
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mBERT (fine-tuned) 97.48 89.73 98.41 91.24 96.02 78.63 97.35 91.37
XLMMLM-TLM (fine-tuned) 98.13 90.03 98.51 91.62 96.18 80.89 97.39 89.43
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Table 1: POS and dependency parsing scores on 4 French treebanks, reported on test sets assuming gold tokeniza-
tion and segmentation (best model selected on validation out of 4). Best scores in bold, second best underlined.

Model F1

SEM (CRF) (Dupont, 2017) 85.02
LSTM-CRF (Dupont, 2017) 85.57
mBERT (fine-tuned) 87.35
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CamemBERT (fine-tuned) 89.08
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Table 2: NER scores on the FTB (best model selected
on validation out of 4). Best scores in bold, second best
underlined.

Model Acc. #Params

mBERT (Devlin et al., 2019) 76.9 175M
XLMMLM-TLM (Lample and Conneau, 2019) 80.2 250M
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Table 3: NLI accuracy on the French XNLI test set
(best model selected on validation out of 10). Best
scores in bold, second best underlined.

multilingual pretrained models such as mBERT
and XLMMLM-TLM on all treebanks.

CamemBERT achieves overall slightly bet-
ter results than the previous state-of-the-art and
task-specific architecture UDPipe Future+mBERT
+Flair, except for POS tagging on Sequoia and POS
tagging on Spoken, where CamemBERT lags by
0.03% and 0.14% UPOS respectively. UDPipe Fu-
ture+mBERT +Flair uses the contextualized string
embeddings Flair (Akbik et al., 2018), which are in
fact pretrained contextualized character-level word
embeddings specifically designed to handle mis-
spelled words as well as subword structures such
as prefixes and suffixes. This design choice might
explain the difference in score for POS tagging
with CamemBERT, especially for the Spoken tree-
bank where words are not capitalized, a factor that
might pose a problem for CamemBERT which was
trained on capitalized data, but that might be prop-

erly handle by Flair on the UDPipe Future+mBERT
+Flair model.

Named-Entity Recognition For NER, we simi-
larly evaluate CamemBERT in the fine-tuning set-
ting and as input embeddings to the task specific
architecture LSTM+CRF. We report these scores
in Table 2.

In both scenarios, CamemBERT achieves higher
F1 scores than the traditional CRF-based architec-
tures, both non-neural and neural, and than fine-
tuned multilingual BERT models.10

Using CamemBERT as embeddings to the tra-
ditional LSTM+CRF architecture gives slightly
higher scores than by fine-tuning the model
(89.08 vs. 89.55). This demonstrates that although
CamemBERT can be used successfully without any
task-specific architecture, it can still produce high
quality contextualized embeddings that might be
useful in scenarios where powerful downstream
architectures exist.

Natural Language Inference On the XNLI
benchmark, we compare CamemBERT to previ-
ous state-of-the-art multilingual models in the fine-
tuning setting. In addition to the standard Camem-
BERT model with a BASE architecture, we train
another model with the LARGE architecture, re-
ferred to as CamemBERTLARGE, for a fair com-
parison with XLM-RLARGE. This model is trained
with the CCNet corpus, described in Sec. 6, for
100k steps.11 We expect that training the model for
longer would yield even better performance.

CamemBERT reaches higher accuracy than its
BASE counterparts reaching +5.6% over mBERT,

10XLMMLM-TLM is a lower-case model. Case is crucial for
NER, therefore we do not report its low performance (84.37%)

11We train our LARGE model with the CCNet corpus for
practical reasons. Given that BASE models reach similar per-
formance when using OSCAR or CCNet as pretraining corpus
(Appendix Table 6), we expect an OSCAR LARGE model to
reach comparable scores.

6

500

501

502

503

504

505

506

507

508

509

510

511

512

513

514

515

516

517

518

519

520

521

522

523

524

525

526

527

528

529

530

531

532

533

534

535

536

537

538

539

540

541

542

543

544

545

546

547

548

549

550

551

552

553

554

555

556

557

558

559

560

561

562

563

564

565

566

567

568

569

570

571

572

573

574

575

576

577

578

579

580

581

582

583

584

585

586

587

588

589

590

591

592

593

594

595

596

597

598

599

ACL 2020 Submission 2183. Confidential Review Copy. DO NOT DISTRIBUTE.

GSD SEQUOIA SPOKEN PARTUT
MODEL

UPOS LAS UPOS LAS UPOS LAS UPOS LAS

mBERT (fine-tuned) 97.48 89.73 98.41 91.24 96.02 78.63 97.35 91.37
XLMMLM-TLM (fine-tuned) 98.13 90.03 98.51 91.62 96.18 80.89 97.39 89.43
UDify (Kondratyuk, 2019) 97.83 91.45 97.89 90.05 96.23 80.01 96.12 88.06
UDPipe Future (Straka, 2018) 97.63 88.06 98.79 90.73 95.91 77.53 96.93 89.63
+ mBERT + Flair (emb.) (Straka et al., 2019) 97.98 90.31 99.32 93.81 97.23 81.40 97.64 92.47

··················································································································································································································
CamemBERT (fine-tuned) 98.18 92.57 99.29 94.20 96.99 81.37 97.65 93.43
UDPipe Future + CamemBERT (embeddings) 97.96 90.57 99.25 93.89 97.09 81.81 97.50 92.32

Table 1: POS and dependency parsing scores on 4 French treebanks, reported on test sets assuming gold tokeniza-
tion and segmentation (best model selected on validation out of 4). Best scores in bold, second best underlined.

Model F1

SEM (CRF) (Dupont, 2017) 85.02
LSTM-CRF (Dupont, 2017) 85.57
mBERT (fine-tuned) 87.35

······················································································
CamemBERT (fine-tuned) 89.08
LSTM+CRF+CamemBERT (embeddings) 89.55

Table 2: NER scores on the FTB (best model selected
on validation out of 4). Best scores in bold, second best
underlined.

Model Acc. #Params

mBERT (Devlin et al., 2019) 76.9 175M
XLMMLM-TLM (Lample and Conneau, 2019) 80.2 250M
XLM-RBASE (Conneau et al., 2019) 80.1 270M

·········································································································
CamemBERT (fine-tuned) 82.5 110M

Supplement: LARGE models
XLM-RLARGE (Conneau et al., 2019) 85.2 550M

·········································································································
CamemBERTLARGE (fine-tuned) 85.7 335M

Table 3: NLI accuracy on the French XNLI test set
(best model selected on validation out of 10). Best
scores in bold, second best underlined.

multilingual pretrained models such as mBERT
and XLMMLM-TLM on all treebanks.

CamemBERT achieves overall slightly bet-
ter results than the previous state-of-the-art and
task-specific architecture UDPipe Future+mBERT
+Flair, except for POS tagging on Sequoia and POS
tagging on Spoken, where CamemBERT lags by
0.03% and 0.14% UPOS respectively. UDPipe Fu-
ture+mBERT +Flair uses the contextualized string
embeddings Flair (Akbik et al., 2018), which are in
fact pretrained contextualized character-level word
embeddings specifically designed to handle mis-
spelled words as well as subword structures such
as prefixes and suffixes. This design choice might
explain the difference in score for POS tagging
with CamemBERT, especially for the Spoken tree-
bank where words are not capitalized, a factor that
might pose a problem for CamemBERT which was
trained on capitalized data, but that might be prop-

erly handle by Flair on the UDPipe Future+mBERT
+Flair model.

Named-Entity Recognition For NER, we simi-
larly evaluate CamemBERT in the fine-tuning set-
ting and as input embeddings to the task specific
architecture LSTM+CRF. We report these scores
in Table 2.

In both scenarios, CamemBERT achieves higher
F1 scores than the traditional CRF-based architec-
tures, both non-neural and neural, and than fine-
tuned multilingual BERT models.10

Using CamemBERT as embeddings to the tra-
ditional LSTM+CRF architecture gives slightly
higher scores than by fine-tuning the model
(89.08 vs. 89.55). This demonstrates that although
CamemBERT can be used successfully without any
task-specific architecture, it can still produce high
quality contextualized embeddings that might be
useful in scenarios where powerful downstream
architectures exist.

Natural Language Inference On the XNLI
benchmark, we compare CamemBERT to previ-
ous state-of-the-art multilingual models in the fine-
tuning setting. In addition to the standard Camem-
BERT model with a BASE architecture, we train
another model with the LARGE architecture, re-
ferred to as CamemBERTLARGE, for a fair com-
parison with XLM-RLARGE. This model is trained
with the CCNet corpus, described in Sec. 6, for
100k steps.11 We expect that training the model for
longer would yield even better performance.

CamemBERT reaches higher accuracy than its
BASE counterparts reaching +5.6% over mBERT,

10XLMMLM-TLM is a lower-case model. Case is crucial for
NER, therefore we do not report its low performance (84.37%)

11We train our LARGE model with the CCNet corpus for
practical reasons. Given that BASE models reach similar per-
formance when using OSCAR or CCNet as pretraining corpus
(Appendix Table 6), we expect an OSCAR LARGE model to
reach comparable scores.



Striking questions: Impact of training data origin and size
Oscar vs CCNet:  CCNet is a Common crawl filtered by a language model 
trained on wikipedia while Oscar just filtered CC based  on a langage id classifier.
4GB vs 138GB : Varying the size and the origin of data, shows actually how little 
impact the size actually has on model performances while uniformity (wikipedia) is 
detrimental in all cases.
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GSD SEQUOIA SPOKEN PARTUT AVERAGE NER NLI
DATASET SIZE

UPOS LAS UPOS LAS UPOS LAS UPOS LAS UPOS LAS F1 ACC.

Fine-tuning
Wiki 4GB 98.28 93.04 98.74 92.71 96.61 79.61 96.20 89.67 97.45 88.75 89.86 78.32
CCNet 4GB 98.34 93.43 98.95 93.67 96.92 82.09 96.50 90.98 97.67 90.04 90.46 82.06
OSCAR 4GB 98.35 93.55 98.97 93.70 96.94 81.97 96.58 90.28 97.71 89.87 90.65 81.88

·······················································································································································································································································
OSCAR 138GB 98.39 93.80 98.99 94.00 97.17 81.18 96.63 90.56 97.79 89.88 91.55 81.55

Embeddings (with UDPipe Future (tagging, parsing) or LSTM+CRF (NER))
Wiki 4GB 98.09 92.31 98.74 93.55 96.24 78.91 95.78 89.79 97.21 88.64 91.23 -
CCNet 4GB 98.22 92.93 99.12 94.65 97.17 82.61 96.74 89.95 97.81 90.04 92.30 -
OSCAR 4GB 98.21 92.77 99.12 94.92 97.20 82.47 96.74 90.05 97.82 90.05 91.90 -

·······················································································································································································································································
OSCAR 138GB 98.18 92.77 99.14 94.24 97.26 82.44 96.52 89.89 97.77 89.84 91.83 -

Table 4: Results on the four tasks using language models pre-trained on data sets of varying homogeneity and size,
reported on validation sets (average of 4 runs for POS tagging, parsing and NER, average of 10 runs for NLI).

The downstream task performances of the mod-
els trained on the 4GB version of CCNet and OS-
CAR are much more similar.15

6.2 How much data do you need?
An unexpected outcome of our experiments is that
the standard CamemBERT, trained on the whole
138GB of text of OSCAR, does not massively out-
perform the model trained “only” on the 4GB sam-
ple of OSCAR. In settings where the language
model is used as embeddings, the “4GB” model
actually performs better than the standard “138GB”
CamemBERT more often than the other way round,
although differences in scores are rarely striking.
For fine-tuning settings, the standard CamemBERT
usually performs better than the 4GB-based one,
but here again, differences are always small.

In other words, when trained on corpora such as
OSCAR and CCNet, which are heterogeneous in
terms of genre and style, 4GB of uncompressed text
is large enough as pretraining corpus to reach state-
of-the-art results with the BASE architecure, better
than those obtained with mBERT (pretrained on
60GB of text). This calls into question the need to
use a very large corpus such as OSCAR or CCNet
when training a monolingual Transformer-based
language model such as BERT or RoBERTa. Not
only does this mean that the computational (and
therefore environmental) cost of training a state-
of-the-art language model can be reduced, but it
also means that CamemBERT-like models can be
trained for all languages for which a Common-
Crawl-based corpus of 4GB or more can be created.
OSCAR is available in 166 languages, and pro-
vides such a corpus for 38 languages. Moreover, it

15We provide the results of a model trained on the whole
CCNet corpus in the Appendix. The conclusions are similar
when comparing models trained on the full corpora: down-
stream results are similar when using OSCAR or CCNet.

is possible that slightly smaller corpora (e.g. down
to 1GB) could also prove sufficient to train high-
performing language models. We obtained our re-
sults with BASE architectures. Further research is
needed to confirm the validity of our findings on
larger architectures and other more complex natu-
ral language understanding tasks. However, even
with a BASE architecture and 4GB of training data,
the validation loss is still decreasing beyond 100k
steps (and 400 epochs). This suggests that we are
still under-fitting the 4GB pretraining dataset, train-
ing longer might lead to better downstream perfor-
mance.

7 Conclusion

We investigate the feasibility of training a
Transformer-based language model for languages
other than English. We use French as an exam-
ple and we train CamemBERT, a language model
based on RoBERTa. We evaluate CamemBERT on
four downstream tasks: part-of-speech tagging, de-
pendency parsing, named entity recognition and
natural language inference.

Our experiments show that using more diverse
web crawled data is preferable to using Wikipedia
data. We also show that models can reach sur-
prisingly high performance with as low as 4GB
of pretraining data, thus questioning the need for
large scale pretraining corpora. This shows that
Transformer-based language models can be trained
on languages other than English, whenever at least
4GB of data is available.

Our best model reaches or improves the state of
the art in all tasks considered, even when compared
to strong multilingual models such as mBERT,
XLM and XLM-R, while also having fewer pa-
rameters. CamemBERT is distributed freely with
an open-source license in popular NLP libraries.



Striking questions: Impact of Design Choices
Number of steps:
Varying the number of steps shows an early plateau for low level tasks (dep parsing 
and NER) while there’s still an improvement for NLI and no performance ceiling in 
sight.

This suggests that low level syntactic 
representation are captured early in 
the LM training process while it needs 
more steps to extract complex 
semantic information as needed for 
NLI.

15

1400

1401

1402

1403

1404

1405

1406

1407

1408

1409

1410

1411

1412

1413

1414

1415

1416

1417

1418

1419

1420

1421

1422

1423

1424

1425

1426

1427

1428

1429

1430

1431

1432

1433

1434

1435

1436

1437

1438

1439

1440

1441

1442

1443

1444

1445

1446

1447

1448

1449

1450

1451

1452

1453

1454

1455

1456

1457

1458

1459

1460

1461

1462

1463

1464

1465

1466

1467

1468

1469

1470

1471

1472

1473

1474

1475

1476

1477

1478

1479

1480

1481

1482

1483

1484

1485

1486

1487

1488

1489

1490

1491

1492

1493

1494

1495

1496

1497

1498

1499

ACL 2020 Submission 2183. Confidential Review Copy. DO NOT DISTRIBUTE.

Appendix

In the appendix, we add additional statistics on
the datasets we used (Tables 7 and 8) and analyse
different design choices of CamemBERT (Table 6),
namely with respect to the number of steps, the use
of whole-word masking, the training dataset, and
the model size. In all the ablations, all scores comes
from at least 4 averaged runs. For POS tagging and
dependency parsing, we average the scores on the
4 treebanks. We also report all averaged test scores
of our different models in Table 5.

A Additional statistics

Table 7 reports some statistics about the treebanks
used for POS tagging, dependency parsing and
NER. Table 8 describes the 3 pretraining datasets
used for training our models.

B Impact of Whole-Word Masking

In Table 6, we compare models trained using
the traditional subword masking with whole-word
masking. Whole-Word Masking positively impacts
downstream performances for NLI (although only
by 0.5 points of accuracy). To our surprise, this
Whole-Word Masking scheme does not benefit
much lower level task such as Name Entity Recog-
nition, POS tagging and Dependency Parsing.

C Impact of model size

Table 6 compares models trained with the BASE
and LARGE architectures. These models were
trained with the CCNet corpus (135GB) for prac-
tical reasons. We confirm the positive influence
of larger models on the NLI and NER tasks. The
LARGE architecture leads to respectively 19.7%
error reduction and 23.7%. To our surprise, on POS
tagging and dependency parsing, having three time
more parameters doesn’t lead to a significant differ-
ence compared to the BASE model. Tenney et al.
(2019) and Jawahar et al. (2019) have shown that
low-level syntactic capabilities are learnt in lower
layers of BERT while higher level semantic repre-
sentations are found in upper layers of BERT. POS
tagging and dependency parsing probably do not
benefit from adding more layers as the lower layers
of the BASE architecture already capture what is
necessary to complete these tasks.

Figure 1: Impact of number of pretraining steps on
downstream performance for CamemBERT.

.

D Impact of training dataset

Table 6 compares models trained on CCNet and
on OSCAR. The major difference between the two
datasets is the additional filtering step of CCNet
that favors Wikipedia-Like texts. The model pre-
trained on OSCAR gets slightly better results on
POS tagging and dependency parsing, but gets a
larger +1.31 improvement on NER. The CCNet
model gets better performance on NLI (+0.67).

E Impact of number of steps

Figure 1 displays the evolution of downstream task
performance with respect to the number of steps.
We evaluate our model at every epoch (1 epoch
equals 8360 steps). We report the masked language
modelling perplexity along with downstream per-
formances. Figure 1, suggests that the more com-
plex the task the more impactful is the number of
steps. We observe an early plateau for dependency
parsing and NER at around 22k steps, while for
NLI, even if the marginal improvement with regard
to pretraining steps becomes smaller, the perfor-
mance does not seem to plateau at 100k steps.

In Table 6, we compare two models trained on
CCNet, one for 100k steps and the other for 500k
steps to evaluate the influence of the total number
of steps. The model trained for 500k steps does
not increase the scores much from just training
for 100k steps in POS tagging and parsing. The
increase is slightly higher for XNLI (+0.84).

Those results suggest that low level syntactic
representation are captured early in the language
model training process while it needs more steps
to extract complex semantic information as needed
for NLI.



Striking questions: Impact of Design Choices

Masking strategy, architecture, model size
Performance are comparable between CCNet and Oscar-based Camembert.
Positive Impact of large models of course. 
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GSD SEQUOIA SPOKEN PARTUT NER NLI
DATASET MASKING ARCH. #STEPS

UPOS LAS UPOS LAS UPOS LAS UPOS LAS F1 ACC.

Fine-tuning

OSCAR Subword BASE 100k 98.25 92.29 99.25 93.70 96.95 79.96 97.73 92.68 89.23 81.18
OSCAR Whole-word BASE 100k 98.21 92.30 99.21 94.33 96.97 80.16 97.78 92.65 89.11 81.92
CCNET Subword BASE 100k 98.02 92.06 99.26 94.13 96.94 80.39 97.55 92.66 89.05 81.77
CCNET Whole-word BASE 100k 98.03 92.43 99.18 94.26 96.98 80.89 97.46 92.33 89.27 81.92
CCNET Whole-word BASE 500k 98.21 92.43 99.24 94.60 96.69 80.97 97.65 92.48 89.08 83.43
CCNET Whole-word LARGE 100k 98.01 91.09 99.23 93.65 97.01 80.89 97.41 92.59 89.39 85.29

Embeddings (with UDPipe Future (tagging, parsing) or LSTM+CRF (NER))
OSCAR Subword BASE 100k 98.01 90.64 99.27 94.26 97.15 82.56 97.70 92.70 90.25 -
OSCAR Whole-word BASE 100k 97.97 90.44 99.23 93.93 97.08 81.74 97.50 92.28 89.48 -
CCNET Subword BASE 100k 97.87 90.78 99.20 94.33 97.17 82.39 97.54 92.51 89.38 -
CCNET Whole-word BASE 100k 97.96 90.76 99.23 94.34 97.04 82.09 97.39 92.82 89.85 -
CCNET Whole-word BASE 500k 97.84 90.25 99.14 93.96 97.01 82.17 97.27 92.28 89.07 -
CCNET Whole-word LARGE 100k 98.01 90.70 99.23 94.01 97.04 82.18 97.31 92.28 88.76 -

Table 5: Performance reported on Test sets for all trained models (average over multiple fine-tuning seeds).

DATASET MASKING ARCH. #PARAM. #STEPS UPOS LAS NER XNLI

Masking Strategy
CCNet Subword BASE 110M 100K 97.78 89.80 91.55 81.04
CCNet Whole-word BASE 110M 100K 97.79 89.88 91.44 81.55

Model Size
CCNet Whole-word BASE 110M 100K 97.67 89.46 90.13 82.22
CCNet Whole-word LARGE 335M 100k 97.74 89.82 92.47 85.73

Dataset
CCNet Whole-word BASE 110M 100K 97.67 89.46 90.13 82.22
OSCAR Whole-word BASE 110M 100K 97.79 89.88 91.44 81.55

Number of Steps
CCNet Whole-word BASE 110M 100k 98.04 89.85 90.13 82.20
CCNet Whole-word BASE 110M 500k 97.95 90.12 91.30 83.04

Table 6: Comparing scores on the Validation sets of different design choices. POS tagging and parsing datasets
are averaged. (average over multiple fine-tuning seeds).

Treebank #Tokens #Sentences Genres

Blogs, NewsGSD 389,363 16,342
Reviews, Wiki

·································································································
Medical, NewsSequoia 68,615 3,099 Non-fiction, Wiki

·································································································
Spoken 34,972 2,786 Spoken

·································································································
ParTUT 27,658 1,020 Legal, News, Wikis

·································································································
FTB 350,930 27,658 News

Table 7: Statistics on the treebanks used in POS tag-
ging, dependency parsing, and NER (FTB).

Corpus Size #tokens #docs Tokens/doc
Percentiles:

5% 50% 95%

Wikipedia 4GB 990M 1.4M 102 363 2530
CCNet 135GB 31.9B 33.1M 128 414 2869
OSCAR 138GB 32.7B 59.4M 28 201 1946

Table 8: Statistics on the pretraining datasets used.



In conclusion, pretrained models are here to last
Especially since we showed that « less is beautiful »  and training 
Bert-based models on corpora as small as 4GB with a relatively small
number of steps is likely to boost NLP for under-resourced 
languages and domain-specific tasks.

CamemBERT brought to you by the public service of research   
(with the support of FAIR) https://camembert-model.fr


